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Summary. In this paper we present the experimental results validating the approach for autonomous planetary
exploration developed by the Canadian Space Agency (CSA). The goal of this work is to autonomously navigate
to remote locations, well beyond the sensing horizon of the rover, with minimal interaction with a human operator.
We employ LIDAR range sensors due to their accuracy, long range and robustness in the harsh lighting conditions
of space. Irregular triangular meshes (ITM) are used for representing the environment providing an accurate yet
compact spatial representation. In this paper after a brief overview of the proposed approach, we discuss the terrain
modelling used. A variety of experiments performed in CSA’s Mars emulation terrain that validate our approach are
also presented.

1 Introduction

Planetary exploration is one of the biggest challenges in robotics. The successes of Spirit and Opportunity,
the Mars Exploration Rovers (MER), demonstrated the capabilities of robotics in space exploration [18]. The
MER’s limited autonomy capabilities restrict the distance at which the rovers can travel in a single command
cycle. The next rover missions to Mars are the “Mars Science Laboratory” (MSL) [27] and ESA’s ExoMars
[26]. Both of these missions have set target traverse distances on the order of one kilometer per day. Therefore,
they are expected to regularly drive a significant distance beyond the horizon of their environment sensors.
Earth-based operators will therefore not know a-priori the detailed geometry of the environment, and thus
will not be able to select way-points for the rovers throughout their traverses. The problem of autonomous
long range navigation is also very important in terrestrial settings. The DARPA grand challenge in 2005
resulted in several vehicles travelling more than 200 km over desert terrain [20]. Similar work involved
traverses on the order to 30 km in the Atacama desert [7] using vision. See also [6] for a discussion of the
many challenges and more related work.

At the Canadian Space Agency (CSA) we have developed an integrated approach to address the needs
for Over-the-Horizon autonomous navigation; which is defined as a traverse that takes the rover beyond the
horizon of the rover’s environment sensors. The key components of the planetary exploration capabilities
are: terrain sensing and environmental modelling, path-planning, and trajectory following.

In the next Section we present some related work. Section 3 provides a brief outline of our approach in
order to situate the experimental results presented. Section 4 presents an overview of our experimental setup;
while Section 5 describes our terrain modelling approach and presents quantitative results on the efficiency
of the mesh decimation. Section 6 contains results from a representative experiment and the paper concludes
with lessons learned and future work.

2 Related Work

The work on planetary exploration can be divided according to the sensing modality used and also accord-
ing to the environment representation used. Both vision [19, 10, 15] and LIDAR [12, 3] technologies have



(a) (b)

Fig. 1. (a) The Mars terrain with our modified P2-AT robot. (b) The main components of our proposed autonomous
Over-the-Horizon navigation process.

been proposed, each one having different advantages and disadvantages. Early work on planetary exploration
using LIDAR [12, 3], though promising, was not compatible with the weight constraints. The Mars Explo-
ration Rovers are currently performing long traverses using stereo vision [11, 28]. Stereo cameras although
lightweight, require more computing power, have limited range and accuracy. Currently, LIDAR based sys-
tems 3 have been successfully used in space missions and thus are space qualified. The major advantage of
LIDAR systems is their superior resolution and range.

Several types of exploration methods have been considered for autonomous planetary exploration. In
the area of path-planning, a bug-like algorithm was proposed for micro-rovers [16], while potential-field
like methods were also suggested [24]. The autonomy aspects of planetary exploration have been discussed
ranging from trajectory planning in simulation [29] to varying behaviors based on the vision sensor data
collected [14] and for ensuring visual coverage [9]. Finally the problem of human to rover interactions has
also been studied [2, 17].

Currently, the most advanced exploration robots that have been deployed for planetary exploration are the
Mars Exploration Rovers (MER) “Spirit” and “Opportunity”. These rovers have successfully demonstrated,
on Mars, concepts such as visual odometry and autonomous path selection from a terrain model acquired
from sensor data [4]. The models obtained through stereo imagery are used for both automatic terrain
assessment and visual odometry.

In the case of automatic terrain assessment, the cloud of 3D points is used to evaluate the traversability
of the terrain immediately in front of the rover, defined as a regular grid of square patches. In the case of
visual odometry, the model is used to identify and track features of the terrain to mitigate the effect of
slip [13].

For our work, we have been using, a laser range sensor (LIDAR) as the main sensing modality. Several
factors have motivated the choice of a LIDAR sensor: among others, our mobility platform, a modified
Pioneer P2-AT, has very low ground clearance. A LIDAR sensor is capable of providing range data to build
terrain models with 1-2 cm accuracy. Such an accuracy would be difficult to attain with most stereo vision
systems over the full range of measurement. It is worth noting that such accuracy is also very important for
the scientific return of the mission. An additional advantage of LIDAR sensors is that they return accurate
geometric information in three dimensions in the form of a 3D point cloud without requiring additional

3 http://www.neptec.com
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processing. Finally, since they do not rely on ambient lighting, we do not have to address the problems
arising from adverse lighting conditions.

We are taking advantage of this sensor characteristic to build a terrain model that, not only preserves
the geometry of the terrain, but it is also readily usable for path planning and navigation. The majority of
previous work uses some form of grid representations, often in the form of an elevation map. Our approach
utilizes an Irregular Triangular Mesh (ITM) to represent the environment. By allowing for variable resolution
we are capable to preserve the surface details in the topographically interesting regions (obstacles) while
achieving a very sparse representation over the flat areas, allowing for very efficient path planning.

3 Technical Approach

We operate under the assumption that a global map is available from satellite imagery, previous missions,
or from data collected during descent [21, 25]. Figure 1b shows a flowchart of the complete exploration
process. At top level, the rover uses the global map to plan a path from its current position to an operator-
specified location; the rover collects the first local scan using its LIDAR sensor, then the global path is
incrementally segmented using the locally collected scans; each time an optimal trajectory is planned through
the representation of the local scan. Finally, the rover uses the local path to navigate to the next way-point.
At the current state, the pose estimation from the Inertial Measurement Unit (IMU) and the odometer,
combined with a trajectory length less than 10 m allows to safely navigate in open loop without relocalizing
between successive scans. Combining the LIDAR data with the pose estimate in a SLAM framework is
currently under development and beyond the scope of this paper.

Central to our approach is the representation used for modelling the surrounding terrain. The LIDAR
sensor returns a set of points in 3D. We used a Delaunay triangulation [5] in polar coordinates which
results into an Irregular Triangular Mesh (ITM) [8] representing the sensed surface. The mesh is further
decimated by combining several coplanar triangles into a single triangle. The decimation process uses a
maximum acceptable error ε, to ensure that all eliminated points are within ε from the resulting triangle.
The implementation of the terrain modelling and decimation using a triangular mesh is done using the
Visualisation Toolkit [1] libraries from Kitware Inc.

The use of ITMs for terrain modelling leads to a very efficient path planning approach. The dual graph
of the triangular mesh is used for path planning. The dual graph is constructed in such a way that every
node corresponds to a triangle and the nodes of adjacent triangles are connected through their common
edge. Consequently, path planning is implemented as a graph search, either Dijkstra’s algorithm or A∗, on
the dual graph. Different cost functions have been investigated taking into account the Euclidean distance
to the destination, the slope of the terrain and also the roughness. For a detailed description of CSA’s path
planning approach please refer to [23].

4 Experimental Setup

Two different LIDAR sensors have been used for our experiments. For the 2006 testing season we used an
ILRIS 3D unit from OPTECH 4 with a range of over 1 km but with a field of view (fov) limited to 40◦;
cf. Fig. 2a. During the 2007 season, a new sensor developed in-house, was used. It consists of a SICK Laser
Range Finder (LRF) mounted on a pan unit. The LRF scans vertical slices and by panning 360◦ the sensor
returns a complete scan of its surroundings. The range of the new sensor is maximum 30 m. Figure 2b shows
the new sensor on our mobile platform during an experiment.

CSA’s experimental terrain is a 60 m by 30 m testing area that is designed to emulate a broad variety
of Martian topographies. Figures 1a and 2 show the robot in different locations on the terrain, while Fig. 5
presents a complete model of the terrain. The terrain is covered with sand and only intends to emulate the
topography of some areas on Mars. The geotechnical properties of the soil are not meant to be representative
of those on Mars.

4 http://www.optech.ca/
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Fig. 2. (a) The ILRIS 3D sensor on top of the modified P2-AT robot. (b) The SICK sensor on a pan-unit mounted
on the same robot.

The mobile robot base that was used to conduct the experiments is a P2-AT mobile robot from Active-
Media; the robot is shown in Fig. 1a and Fig. 2. The P2-AT is a skid-steered four-wheeled robot. The robot
comes equipped with motor encoders for odometry. It is also equipped with a 6-axis Inertial Measurement
Unit (IMU) from Crossbow. The IMU provides angular velocity readings through three solid-state gyro-
scopes, and linear acceleration readings through three accelerometers. The gyroscopes are used to correct
the odometry readings, which are very sensitive to slip during rotations. The accelerometers are used to
reset the roll and pitch components of the robot’s attitude by measuring the components of the gravitational
acceleration vector. The robot is also equipped with a digital compass (TCM2 from PNI Corporation). The
compass is used to reset the yaw component of the robot’s attitude. The TCM2 is only used at rest since the
motors induce magnetic fields that corrupt the sensor’s readings while running. On Mars the compass would
be replaced with a different orientation sensor, such as a Sun-sensor. The data from the wheel odometry, the
IMU and the digital compass are fused together to provide a 6DOF state estimate.

After two years of rigorous testing, the robot failed due to the harsh conditions on the Mars-like terrain.
In particular, the constant strain from sand, especially during rotations, resulted in several faults. The most
important was that the shear pins in all four wheel-shafts broke. Because the shafts were press-fitted, the
robot continued to operated because of friction, except when the resistance from the ground was increased.
Moreover, the transmission belts were abraded and as a result in one side they had started to come apart.
After the end of the 2007 season different improvements were implemented including adding bigger shafts,
increasing the gear ration to obtain 50% more torque, and replacing the transmition belts with a chain drive
using a sprocket mechanism in the pulleys. The modified version of the P2AT was capable this spring (2008)
to negotiate steeper inclines and bigger obstacles.

5 Terrain Modelling

The LIDAR sensor is mounted on the robot scanning at a grazing angle with respect to the ground. As
a result the resolution of the data varies with the distance from the robot, and obstacles leave long shad-
ows with no data; cf. Fig. 3a,d. As mentioned earlier, the Delaunay triangulation is used to construct the
Irregular Triangular Mesh (ITM) using polar coordinates. Triangles that appears inside the shadow areas
were eliminated; cf. Fig. 3b,e. Due to the dense nature of the scans, the constructed ITMs had on average
61,700 triangles for the tests in 2006 and 216,000 triangles for 2007. As many of these triangles were coplanar
they did not contributed any information to the terrain models; cf. Fig. 3c,f. The ITM’s were decimated, as
described earlier, using the VTK libraries.

4



(a) (b) (c)

(d) (e) (f)

Fig. 3. (a) The raw data-points from the ILRIS 3D unit from OPTECH. (b) The ITM resulting from the Delaunay
triangulation using the polar coordinates for proximity metric. (c) The decimated mesh for the same data. (d) The
raw data-points from a 360◦ scan of the SICK laser. (e) The ITM as in (b). (f) The decimated mesh of the data from
(d).

During the testing season of 2006, 96 scans were collected from many different locations, cf. Fig. 4a. Due
to the limited fov of the sensor, often, from the same position several scans in different orientations were
collected. During the 2007 season 105 scans were collected, shown in Fig. 4b. Even though the two sets of
scans were collected from different LIDAR sensors, the decimation ratios achieved were comparable. Table
1 presents the cumulative results for decimation ratios of 80%, 90%, and 95%. With acceptable error as low
as 1.5cm, decimation ratios of up to 94.9% were achieved on average. It is worth noting that the 2007 scans
had a 360◦ fov, as such there were on average 111,000 data-points per scan compared to 31,200 points, on
average per scan, for the 40◦ fov scans collected with the ILRIS 3D LIDAR.

Target Decimation Ratio

Original 80% 90% 95%
Scans

Number Real % Number Real % Number Real %

2006 Points (mean) 31200 6530 79.00% 3440 88.86% 2090 93.09%

2006 Points (std) 7840 0.74% 1.16% 2.31%

2006 Triangles(mean) 61700 12300 80.00% 6190 89.91% 3590 94.01%

2006 Triangles(std) 15800 0.00% 0.75% 1.90%

2007 Points (mean) 111000 23400 78.91% 12500 88.72% 6700 93.69%

2007 Points (std) 10300 0.23% 0.27% 0.28%

2007 Triangles(mean) 216000 43300 80.00% 21600 90.00% 10900 94.98%

2007 Triangles(std) 20100 0.00% 0.00% 0.14%

Table 1. Properties of Decimated Terrain Scans for the 2006 and 2007 testing seasons. Acceptable Error 1.5cm.

6 Experimental Results

The experiments were performed at CSA’s Mars emulation terrain. During the 2006 testing campaign [22]
several semi-autonomous navigation experiments were performed achieving trajectories up to 150 m; cf. Fig.
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Fig. 4. (a) The locations from where 96 scans of 40◦ fov were collected during the 2006 testing season. (b) The
location of the 105 scans collected during the 2007 testing season.

(a) (b)

Fig. 5. (a) The 2006 testing season semi-autonomous Over-the-Horizon navigation trajectories on the Mars emulation
terrain. (b) The 2007 testing season autonomous Over-the-Horizon navigation trajectories. The Mars emulation terrain
depicted in the figures is 60 m by 30 m.

5a. Last year (2007), fully autonomous experiments were conducted. The trajectories covered the majority
of the terrain, as can be seen from figure 5b where the trajectories from all the experiments are displayed.

The scans collected during the two testing seasons were also used to verify the quality of our path-
planning algorithm by off-line batch testing. For these experiments of path-planning on a single scan, the
start position was always assumed to be the position from which the scan was acquired. The end-location
was randomly selected to be at five or ten meters from the origin, and inside the Mars emulation terrain. If
the destination point was unreachable, that is in an area of forbidding slope or with no data, then another
point was selected randomly, up to three times. Out of 94 scans with recorded origin, acceptable destinations
were found randomly for 82 scans at a distance of five meters, and 68 destinations at a distance of ten meters.
Please note, that for every scan only 3 attempts were made to find a destination point randomly. The results
are an indication of the challenging terrain where obstacles created shadows with no data and several areas
had non-traversable slopes. Every time a destination point was inside the mesh and at a navigable slope, the
path planner found a smooth path. Table 2 presents average results for the computed paths for destinations
at five and ten meters, respectively. The computation time was on average 14 seconds for the destinations at
five meters, and 25 seconds for ten meters. The proposed planning method was very efficient, the paths were
computed in seconds using ITMs with several thousand triangles; cf. Table 2. Furthermore, the ITMs used
were created from LIDAR scans of more than a hundred thousand points each; cf. Table 1 for the decimation
rates. The computed path was on average 25% longer than a straight line between start and destination. It is
worth noting that the estimated paths had to negotiate maximum slopes of 30◦ on average, but the triangles
with high slope were always very small. A weighted average slope (WS) was calculated by multiplying the
slope of each triangle on the path with the area that triangle and then normalized by dividing by the sum
of all the areas:
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WS =
∑
SiAi∑
Ai

(1)

where Si and Ai is the slope and the area of triangle i respectively . As can be seen by the last column in
Table 2, the average slope (WS) is in the order of two degrees, as the path planner favored the more level
ground.

Time Path Euclidean # of path # of Max Weighted
(sec) length distance points triangles slope slope (WS)

5 m (mean) 13.8 6.33 m 5.0 m 10 7744 27.2◦ 1.8◦

5 m (std) 17.8 1.06 m 0.13 m 5.5 2330 22.8◦ 2.0◦

10 m (mean) 25.4 12.70 m 10.0 m 14.5 7550 34.8◦ 1.3◦

10 m (std) 29.8 2.23 m 0.07 m 6.5 1598 22.8◦ 3.2◦

Table 2. Path planning results using all the scans collected during the 2007 testing season. Destinations selected
randomly at 5 m and 10 m from the origin of the scan.

Figures 6 and 7 present a sequence of snapshots from an Over-the-Horizon navigation experiment. Com-
mon in all figures is the global path which guides the robot around the steeper parts of the hill, avoiding
large obstacles and drop-offs. The first scan (Fig. 6a) is used to segment the global path and find the first
way-point. Then, a local path is planned using the local scan. The process is repeated in figures 6b,c and
6a,b 5. Finally, figure 7c contains the global path, the recorded 3D trajectory as estimated from the IMU and
the wheel-odometry, and the pure wheel odometry, which deviates early on, and goes outside the terrain.
Even though there was no accurate ground truth measurements, a qualitative error of approximately 1 m
was observed. More specifically, the perimeter of the testing grounds is marked every 3 m, thus every time
the robot reached its final destination a tape measure was taken manually recording the reported errors.

7 Conclusions

In this paper we presented an overview of experimental results on autonomous Over-the-Horizon navigation
performed in a Mars-like terrain. Over the last two years a large number of data was collected in realistic
conditions which enabled us to fine-tune our approach to planetary exploration. The sensor choice was
confirmed based on the quality of the terrain reconstruction as well as the path-planning performance.

Two different LIDAR sensors were used with different range, fov, and accuracy characteristics. Both
sensors though provided detailed scans of the environment allowing the capture of topographic details down
to centimeter accuracy. The employment of ITMs for terrain modelling maintained the high levels of accuracy
while at the same time reducing the data volume by 90%-95%. Moreover, path planing performed as an A∗

search on the dual graph of an ITM was efficient and took into consideration the different cost parameters
such as distance travelled, roughness of the terrain, and slope of the traversed terrain. Multiple tests were
performed using the terrain data collected verifying the quality of CSA’s path planning approach.

The ability of planetary rovers to travel beyond their sensing horizon, autonomously, in a single command
cycle will be critical in future Mars missions. Over the last two years at CSA several experiments were
performed verifying the validity of our approach. Currently, an expansion of the Mars emulation terrain by a
factor of four, together with the investigation of bigger mobility platforms would lead to further development
of the planetary exploration capabilities that would enable future mission to Mars and the Moon.
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